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Abstract—The problem of identifying topology and inferring network tomographydrawing an analogy to the medical to-
link-level performance parameters such as packet drop rate or mography problem of imaging the internals of the human body
delay variance using only end-to-end measurements is commonly ;| a non-intrusive manner [2,3]. Active measurement tech-
referred to as network tomography. This paper describes a . . T . .
collaborative framework for performing network tomography on ~ Niqués have been designed using both unicast and multicast
topologies with multiple sources and multiple destinations, with- measurements to estimate link-level performance parameters
out assuming the topology to be known. Using multiple sources such as loss rate and delay variance [4-6], in addition to
potentially provides a more accurate and refined characterization jdentifying topology [7-9].
of the internal network. We present a novel multiple source This paper presents a study of the multiple source, multi-

active measurement procedure using a semi-randomized probing L . .
scheme and packet arrival order measurements which do not ple destination network tomography problem. Using multiple

require precise synchronization between the participating hosts. Sources in the context of network tomography, it is possible
A decision-theoretic framework is developed enabling the joint to identify segments within a network shared by the paths
characterization of topology and internal performance. We design  connecting multiple sources and destinations. This information
a statistical test based on the Generalized Likelihood Ratio Test may be useful for identifying potential bottlenecks. Sharing

and Wilks’ Theorem. The test quantifies the tradeoff between - .
network topology complexity and performance estimation, and statistics between sources may also be useful for optimizing

identifies when measurements made by the two sources can bethe use of network resources when transferring large amounts
combined to achieve reduced variance performance estimates.of data. Additionally, in some cases it is possible to fuse

The performance and efficacy of the algorithm are assessed jnformation gleaned from multiple sources to get a more
through ns-2 simulations and experiments over the Internet. accurate and refined network characterization.
Method Keywords- Statistics, Network measurements, Simu- . .
lations, Experimentation with real networks/testbeds. The.majorlty. of work in qetwork tomography_hgs re\(olved
on active probing from a single source. Also, it is typical to
I. NETWORK TOMOGRAPHY focus on either (step 1) identifying the topology, or (step 2)
Assessing and predicting internal network behavior is @elstimating link-level performance parameters in which case it
fundamental importance in a variety of problems such & assumed that the topology is known. This paper presents a
routing optimization, network management, and anomaly detwltiple source active measurement procedure and a statistical
tection. However, acquiring direct internal measurements frditamework enabling the joint characterization of topology
all parts of the network is not practical due to the distributeahd link-level performance. Jointly solving for performance
nature of the Internet. Additionally, one cannot rely on internglarameters and topology leverages on the close coupling
network elements to respond with special purpose messafetveen link-level characteristics, routes derived from the
(i.e. ICMP timestamp exceeded) due to growing security conetwork topology, and end-to-end measurements.
cerns. Those who do have access to internal measurements aheference and characterization of network properties using
nearly always restricted from sharing the data for proprietaagtive end-to-end measurements is a challenging problem.
and privacy reasons. Because the participating hosts are distributed across the
For the purpose of network management, direct link-levaketwork it is not practical to assume that they can be precisely
measurements are critical for the low-level analysis of equipynchronized. Additionally, labels which apply globally can-
ment conditions. However, traditional fault alarms are onlgot be assigned to internal nodes by topology identification
triggered after failures occur, and passive measurements geechniques employing end-to-end measurements. In general,
erate large amounts of data which are not easily processetérnal nodes are only inferred relative to the single source
online. Ciavattone et al. describe a practical system using #om which measurements are made. Thus, the problem of
tive end-to-end measurements to augment traditional netwadentifying a multiple source topology amounts to more than
operations measurements allowing them to proactively det@gst matching nodes with the same label. Finally, because
impairments and react quickly to performance degradation [Hctive measurement techniques consume network resources it
The problem of inferring internal network characteristicg desirable to minimize the amount of probing traffic required
using end-to-end measurements is commonly referred tofasaccurate inference.



A. Contributions multiple sources to multiple destinations traverse a common

This paper focuses on the multiple source, multiple degRotential bottleneck) segment within the network.
tination network tomography problem of characterizing the The remainder of the paper is organized as follows. Sec-
topology and performance on links connecting a collectidiPn |l describes interesting properties of multiple source
of sources and destinations. The contributions are as follo#@P0logies. These properties are the foundation for the novel
First, it is shown that the general network tomography pr0b|emobing algorithm aimed at characterizing the multiple source
can be decomposed into a set of smaller components, elppplogy, described in Sections IlI-V. Then a statistical frame-
involving just two sources and two destinations. We can th&/Prk allowing the joint characterization of topology and per-
focus on this special case and generate results that are ed@fijpance is presented in Section VI. Section VIl describes the
extended to more general multiple source, multiple destinati6faracteristics of network topologies and traffic which affect
networks. Next, we identify a dichotomy of possible twothe algorithm’s performance. Results from simulation and
source, two-destination topologies based on the model or@xperiments on real networks are presented in Sections VIII
of their representations. A novel multiple-source probing a®nd IX, and we conclude in Section X.
gorithm is then presented for determining the model order of
an unknown two-source, two-destination topology. A flexible
decision-theoretic framework is developed enabling the joint
characterization of topology and internal performance. TheAlgorithms which use end-to-end measurements typically
efficacy and accuracy of the probing algorithm and statisticaiScuss network topology in terms of tHegical topology
framework are evaluated through simulation. Additionally, s¥nce end-to-end measurements can only distinguish link
a proof-of-concept, the algorithm has been implemented a@undaries by points where two paths either branch or join,
tested in experiments over the Internet and over the LAN 8fd not by individual routers. No internal node in a logical

II. ON THE STRUCTURE OFMULTIPLE SOURCE
TOPOLOGIES

Rice University’s ECE department. topology has both in degree and out degree equal to one. Other
approaches to topology identification which require special
B. Related Work support from internal network devices, suchtageroute

In [10], Bu et al. describe a procedure for combininfl4], are able to identify individual routers along a single
end-to-end multicast measurements made independently frpath, and thus more accurately describe the physical topol-
multiple sources. They assume that the topology is knowngy. Thus, there is a tradeoff between using measurements
and then extend techniques previously used with single-sourequiring special internal network support which infer a more
measurements to infer link-level performance. A closer loaketailed description of network topology, and using end-to-end
at the problem of identifying a multiple source topology frontechniques which require no special internal network support
end-to-end measurements reveals that this is no trivial taskit only identify the logical topology. However, in the context
Our approach differs from previous work in that we formulatef network tomography, where the goal is to characterize
the multiple source, multiple destination network tomographgternal performance using end-to-end measurements, the log-
problem without assuming that the topology is known aheachl topology sufficiently describes connectivity between the
of time, and we develop new techniques accordingly. We intrparticipating hosts.
duced a similar multiple source probing scheme in [11], aimed ICMP-based techniques such aaceroute and those
only at identifying the general network topology. The worlbased onraceroute  come with their own problems. Barford
presented here builds upon our previous efforts in a numbstral. report in their 2000 study thaB% of routers in the
of different ways. First, the probing scheme presented hdrgernet do not respond to these special purpose messages
is modified to incorporate performance measurements as Wéb]. It is anticipated that this number will only increase with
as topology measurements. We also present a new statistitsihg security concerns. Additionally, there is the problem
framework for incorporating both types of measurements intd identifying routers which respond with different addresses
a single hypothesis test. on different interfaces. These unsolved problems are beyond

Other related work includes the IDMaps project [12] anthe scope of this work, but they motivate the development
GNP [13]. Although neither of these projects directly aimef alternative methods for identifying topology. Also, while
to characterize the internal network, they both utilize activechniques based draceroute  are limited to discovering
end-to-end measurements to determine the distance — typicélyer-3 devices, it is possible to map a layer-2 network
measured in latency — between end-hosts. Distance mapswsiag end-to-end measurements as demonstrated later in this
useful for growing overlay networks or multicast trees, fowork. Thus, topology identification techniques using end-to-
server selection, and in peer-to-peer file transfer applicatiomfid measurements may also be used to fill in the gaps where
However, the distance maps inferred by these algorithms diher procedures leave off.
not relate path characteristics for different pairs of hosts. On ) )
the other hand, the multiple source characterization descriféd P&composing Multiple Source Networks
here contains information which can be used to localize lossThis work specifically focuses on characterizing the internal
or latency within the network. Additionally, by characterizingnetwork (topology and link-level performance) using end-
the internal network we are able to identify where paths frot-end measurements made from multiple sources. Much of



the previous network tomography work has utilized pair-wiggerformance parameter) uniquely defines the logidaby-N
measurements made from a single source. In this case, tieéwork (topology and performance parameters parameters).
topology takes the form of a tree. The intuition behind paitn other words, there is a one-to-one mapping between the
wise measurement schemes is illustrated in the followirgpllection of 2-by-2 components and the (metric induced)
example where one source sends packets to two destinatiaisby-N network.
All packets sent from the source traverse an initial common
segment until the reach a branching point, where the patBketch of Proof:We can extract two 1-by-2 and two 2-
to each destination split. Suppose two packets are sent baok-1 components from each 2-by-2 component. Using all
to-back from the source, with one packet going to each delsby-2 components along with the monotonicity of the
tination. Queuing events experienced by both packets bef@erformance parameters, one can arrange a hierarchy of
they reach the branching point are highly correlated since theanching points from a given source to each of the receivers
packets are traveling back-to-back (or very close to each othasjng techniques like those described in [17] or [8]. Similarly,
through the common set of queues. Queuing events occurrimging all 2-by-1 components one can arrange the hierarchy of
downstream from the branching point are uncorrelated sinjoéning points from all sources to a single receiver. Combining
by that point the packets are separated. These correlatieelse hierarchies of branching and joining points and applying
observations can be used to infer loss and delay on the shatesl separability of the link-level performance parameters we
and unshared links. can unambiguously determine the order in which branching

Pair-wise measurements of this sort are a common builaRd joining points are encountered along the path from any
ing block in many network tomography algorithms [5, 6, 16]source to any receiver, which is equivalent to determining
Ratnasamy and McCanne first introduced the idea in tklee AM-by-N general network (topology and performance
multicast context for building a tree topology [7]. Duffieldparameters). Please see [19] and [11] for further discussion.
et al. later proved that the topology inferred using this type of Thus, by solving the 2-by-2 network tomography problem
measurement indeed corresponds to the maximum likelihog@ have effectively solved the more generatby-N problem.
solution for the topology given a set of multicast measure-
mgnts [9., 17]_. Empirical evidence alsp sgggests thgt in t@; Shared vs. Non-Shared 2-by-2 Topologies
unicast situation methods based on pair-wise comparisons give
accurate results with high confidence. The condition of failure Previous end-to-end measurement schemes utilizing a single
for these algorithms is when the weight on one link in thgource have been based on the assumption that the underlying
tree is zero. In this case the inferred topology isnatric topology takes the form of a tree [7-9, 17]. Indirectly, this basis
inducedtopology [18]. Such topologies do not directly reflecRssumes that routes between each source and destination are
the underlying physical or logical topologies, but rather theynique, and that there is a single link leaving each source
reflect the logical topology induced by the metric used t@nd entering each destination. Following the same line of
reconstruct the topology. reasoning, some example 2-by-2 topologies as depicted in

In the context of multiple sources, the analogous buildifgigure 1.
block is the simplest multiple-source, multiple-destination One could further decompose any 2-by-2 network into two
logical network — that composed of two sources and twgingle-source, two-destination (1-by-2) components and two
destinations (a 2-by-2 component). The idea is that allal-source, single-destination (2-by-1) components. However,
internal nodes in a general logical topology are either poinits order to make measurements on the 2-by-1 components
where paths from multiple sources to a common destinati@nalogous to the back-to-back packet pair measurements made
join (a joining poind, or where paths from a single sourcedn the 1-by-2 components it is necessary to transmit packets
to multiple destinations branch (aranching point. Each from each source so that they are correlated (back-to-back)
2-by-2 component — composed of the logical topology ar@h the common downstream link to the destination. Mea-
performance parameters associated with each logical linksurements of this sort are impractical, as one would need
contains information about at least one joining point and oite have precise synchronization among hosts, knowledge of
branching point. Having the 2-by-2 component informatiointernal delays, and no competition from cross-traffic in order
for every pair of sources and destinations is sufficient f&® transmit packets such that they arrive simultaneously at the
reconstructing a general multiple source, multiple destinatiditst shared router. Rather than give up here, we ask ourselves,
(M-by-N) network. We state this result more formally in thé¢What can we infer about a 2-by-2 topology without the 2-
following proposition. by-1 component measurements?”

We begin by distinguishing among 2-by-2 logical topologies

Proposition: Assume that there is a unique logical pattbbased on the model order of each topology. Tdteared
between each source and each destination. Additionaligpology depicted in Figure 1(a) has two internal nodes and
suppose that the performance parameters associated with daehlinks, and anynon-sharedtopologies have at least four
logical link obey the monotonicity and separability propertiemternal nodes and eight links. Some examples are depicted
(see [18] for definitions of these properties). The collectiom Figures 1(b-d). The multiple source probing algorithm
of all 2-by-2 components (topology and associated link-levdescribed in this paper is designed to determine whether or not



does probing collaboratively from multiple sources affect the
amount of probe traffic required?We find that by probing
collaboratively from multiple sources it is possible to procure
more information without requiring any more measurements
than would be used if the sources were to transmit probes
independently.

IIl. COLLABORATIVE PROBING FROMMULTIPLE SOURCES

This section describes the multiple source measurement
algorithm developed in this work. Measurements are devel-
oped to exploit differences between the shared and non-shared
topologies. Sources transmit packets in a semi-randomized
fashion, and destinations record packet arrival order. Because
neither of these operations require precise time synchroniza-
tion between any of the participating hosts the algorithm is
easy and practical to implement.

Initially, to facilitate in explaining the algorithm we make
(d) the following idealistic assumptions:

Fig. 1. Four example topologies for a two source, two destination network. 1) there is no cross-traffic in the network so that there is
Nodes_A_andB are sources, and nodesand2 are destinations._ The flow _ no variability in delay along any link,

of traffic is directed downward on links, but arrowheads are omitted to avoid 2 isel h ized
cluttering. The shared topology in (a) has one joining poji) @nd one ) sources are precisely sync ronized,
branching point &), and fewer links over all. The non-shared topologies 3) routes between end-hosts are unique, and

shown in (b), (c), and (d) each have distinct joining points for paths to each 4) packets do not get reordered within the network.
destination. As a result more links are required, so there are more degrees

of freedom in the model. This is the basis for the dichotomy of shared aifchese assumptions are relaxed/justified in Section IV.
non-shared topologies.

A. Packet Arrival Order

the logical topology connecting two sources and two receiversConsider the “Y” shaped topology which describes the
fits the shared topology depicted in Figure 1(a). routes from sources! and B to destination 1 as shown in
Without measurements on the 2-by-1 components, thdfigure 2(a). Under the assumptions listed aboveA ifand
is no clear way to further distinguish between the threB both transmit a packet to 1 at some timg then the
non-shared topologies. However, for the purpose of netwagpkckets arrive at 1 in the same order they arrive at joining
tomography where our goal is to infer link-level performancpoint j;. More precisely, leid, ; denote the delay incurred
characteristics, there is not much to be gained by differentiy packets traveling fromd to j;, and letdp ; denote the
ating among the non-shared cases. Each non-shared topoldefay incurred by packets traveling froB to j;. The order
has the same model order, and existing techniques for inferringvhich packets arrive at destination 1 indicates the sign of the
performance — namely, back-to-back packet probes — do mpgantityd, = dp,1 —d4,1. Thatis, if the packet fromi arrived
allow us to achieve better results in the non-shared case tlairihe destination first thefy > 0, and if the packet fronB
if each source acted independently. On the other hand, we @girived first thend; < 0. Thus, this notion of packet arrival
take advantage of topological properties in the shared casarder is directly related to the difference in delays incurred
Link-level performance estimates are typically generated lfiom the sources to the joining point.
averaging over the outcomes of multiple measurements, and iThe shared topology is unique in that there is only one
is a well-known fact that the variance of averaging estimatoj@ning point. That is, the joining point in the shared topology
is inversely proportional to the number of measurements uséishared by paths going to both destination 1 and destination
Using existing technigues, each source is able to character2zeThus, when packets are transmitted by the sources they
performance on the logical links extending from the branchingass through this common joining point regardless of which
point, b;, to each destination. For the shared topology, thedestination the packets are destined for. On the other hand,
logical links are identical for both sourcet and B, and so in any of the non-shared topologies, there are two joining
measurements can be averaged to produce better estimpt#sts; one joining point for packets going to destination 1
(i.e. when measurements from two sources are averaged dhe the other for packets going to destination 2. Figures 2(b-
variance of the estimate is reduced b2). d) display delays from the sources to each joining point for
Now, one of the drawbacks to using active measuremesitared and non-shared topologies. The collaborative multiple
techniques is that network resources are consumed in Hwurce probing algorithm exploits this feature using packet
measurement process which would otherwise not be usadival order measurements to distinguish between shared and
Keeping this in mind, next we pose the questidhlow non-shared topologies.



A
Source A: U U U U H
2 1 2 1 2 1
|

Source B: I } I I

2 1 | 2 1
|
T

t

D+LI

I
I
I
I
I
I
A [0 + U, A t,+u

|
|
|
|
|
|
I
tl 1 2

o~

Fig. 3. This figure depicts a series of probes. The inter-packet spaking,
chosen to be large enough so that queuing events affecting the two packets are
independent. The offset variables are independent random draws, uniformly
distributed over the interval—D, +D], and D is much larger tham\ in
practice.

at destination one can be written as

ar = sign((to +u+dpa) — (to+dan)), (1)
= sign(g; +u), @
with a similar expression faty, the arrival order at destination
() 2. Define the arrival order statistic to be
Fig. 2. (a) Packet arrival order at the destination is the same as the order
in which they arrive at the joining poinfi; . This order is determined by the z = Hai # a2}, 3)

delays incurred by packets traveling from the sources to the joining point. (b- . o .

d) Shared and non-shared topologies are depicted with delays to each joinvigere 1{-} is the indicator function. Thus; takes value 1
point labeled. The joining point in the shared topology is common for pathgnly when the arrival order at each destination is different.
to both destinations. Joining points to each destination are unique in the n n-t f deli . B ll d iabl ith
shared topology. The collaborative multiple source probing algorithm hing erms ot mo e_lng,z 1S a ernoulli ran Om variable W'_

on this idea to identify whether a topology is shared or not. a parametep which quantifies the probability of observing
different arrival orders at each destination.

Observe from Fig. 2(b) that for the shared topolagy= d-.
Disregarding the effects of cross-traffic, it is always true that
a1 = ag, and thusz = 0 for a shared topology. The random
offset, u, determines the sign of eaeh, but the outcomes at
®ach destination are identical aohas no effect on the value

B. Multiple Source Probes

The basic multiple source probe is as follows. At tim
to, source A sends a pair of packets spaced apart by
seconds with the first packet headed for destination 1 an
the second packet going to destination 2. The space betw:E|
packets is chosen to be sufficiently large so that the int
packet spacing is not affected by differences in bandwidt

on upper and lower links of _the topollo.gy. SpeC|f|ca_|J§(,> Thus, the random offset,, acts as a mechanism for exploring
packetsize/buin, Whereby,, is the minimum bandwidth of v, o ovior of an unknown 2-by-2 network. Figure 4 depicts
all links in the 2-by-2 network. This criterion ensures that thﬁ'ne relationship between the, =, andu for both shared and
packets will traverse the network independently. non-shared topologies. This illustration makes clear the point

SourceB sends packets in a similar configuration, but witkhat for non-shared topologies arrival orders will be different
a random offset introduced between the transmit times gf each destination for a certain rangeuof

corresponding packets. That is, if soutdetransmits packets |p practice, probes are sent at a frequen¢{’, with the

at timest, andty+A, then source3 transmits packets at timesgffset taking different values™, v «® ... u( for each

to+u andto+A-+u to destinations 1 and 2 respectively, whergrope. The probing period is chosen to be large enough that

w IS a random variable distributed unifOI’mly over the intervqhe experiences of each probe are Statistica”y independent.

[-D,+D] and D is much larger tham\. These four packets | our experiments we sef to twice the maximum round-

constitute a single probe. By sending repeated measuremefgstime (RTT) for any source-destination pair. Assuming the

and varying the offset. over a range of values, the differencgyropes have independent experiences and that the queuing

in delays to each joining point is indirectly measured. Agjstribution is stationary for the duration of an experiment (

example of such a series of probes is depicted in Figure 39 _ 5min.), thez(?) are independent and identically distributed
Leta; = %1 denote the packet arrival order at destination Bernoulli random variables.

with «; = +1 indicating that the packet from sourgearrived The probing procedure samples the functiofu) in a

before the packet from sourcB and a; = —1 indicating random fashion. Then, keeping track ef'), z2(®) ... 2("),

that the packet from sourcB arrived first. Similarly, letas  0one can calculatg = %Ei 2" an estimate of the probability

denote packet arrival order at destination 2. The arrival ordef observing different arrival orders at each destination. For

dOn the other hand, for any non-shared topology, it is

ﬁﬂkely that the delay differences to each destinatignand

,, are the same. Then, for a certain range of offset values, the
cket arrival order will be different at the two destinations.
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Fig. 4. Displayingai, a2, and z as functions of the random offset for both (a) shared and (b) unshared topologies. The arrival order statisii,
modeled as a Bernoulli random variable with parametesind an estimate of this parameter is used to determine whether a topology is shared or not.

shared topologies, the estimage= 0, and for non-shared to destination 1. For a set of measurements, we calculate
topologies therp > 0. Section VI describes a more precisgy; = %Zi z@. This estimate reflects the percentage of
formulation of this decision process in terms of a statisticdifferent arrival order events due to queuing on the links
hypothesis test. leading from each source to joining poigt, for the paths
leading to destination 1.

A similar experiment is performed, but with all four packets
A. Cross-Traffic Distorts Packet Spacing going to destination 2. These single-destination experiments

In reality, cross-traffic in the network induces a randorflimic conditions under the shared topology, with both sets of
queuing delay on each link. This is accounted for by modackets going through a single joining point. An estimate,
eling the delays from sources to joining points as a randdfh Ot_’ta'”ed that reflects the amount of queuing on the links
process,ds, x(t). Queuing due to cross-traffic has the effedfading from each source to joining point, for the paths
of distorting the spacingl\, between packets in each probe'€ading to destination 2. _ o
Consequently, the probability of observing different arrival NOW, when the topology is shared, there is only one joining
orders at each destination is no longer zero for the shar@int, so every different arrival order event is due to queuing.
topology, but should be some small value due to queuigc‘?lus? the joining pomfc is the same for the paths to either
delay. For non-shared topologies, queuing “blurs the edgéi®stination,p, = p,. Additionally, p; = p2 = p when the

of the region betwee#; andd,, where different arrival order topology is shared since the only mechanism causing different
observations occur. arrival orders in the shared case is queuing along the paths to

To gauge whether the mechanism inducing different arrivé]® One joining point. o _
order events is just cross-traffic (shared) or a combination'Vhen the topology is not shared, the joining points are
of cross-traffic and topological characteristics (non-shared)ddferent to each destination as are the paths from each
modified probing measurement is developed which measuf&4!rce to the joining points. In this case, queuing behavior
the percentage of different arrival order events due to crod8ay be different for links to each joining point so it is not
traffic alone. Similar to the probes described in Section liI-Blecessarily true thas, = p,. For non-shared topologies,
each source sends two packets spaced by tnavith the should_ be Iarger_ tham; and p, since it is also expe_cted
same timing and random offset as before, only that all foffat different arrival order events will be observed in the
packets in the probe are transmitted to a single destinatiGpPeriment involving both destinations due to the different
For a single-destination probe of this form, a different arrivanean delays from sources to each joining point.

order event occurs when the arrival order of the first packets! hUS, intuitively, whenp,, p,, and ) are very similar we
sent from each source is different from the arrival order of ttfiéclare that the topology is shared. Whens significantly

second packets. Such an event may occur if the spakifieg larger than the other two estimates we conclude that the topol-
distorted by queuing. ogy is not shared. A formal decision procedure is developed

Let p, denote the probability that a different arrival ordel? Section VI.

event occurs when all packets are sent to destination gl. pealing With Coarse Source Synchronization
Define the following packet arrival order observations fortheseA major advantage to using packet arrival order measure-

measurements. ments is that no precision timing infrastructure is required to
oy = sign(dp(to +u) —dai(to) +u) make the measurements. The destinations only need to record
"o the order in which packets arrive. It is not practical to assume
of = SigNdpalto+ A+u) = dailto+A)+u) that a precision timing infrastructure will be in place between
The arrival order statistic; = 1{a} # «f}, is a Bernoulli the sources, either. It is practical, however, to assume that
random variable with parameter describing the probability the sources can achieve a coarse awareness of each other's
that cross-traffic will affect the arrival order for packets goingelative time though a handshaking mechanism. To this extent,

IV. RELAXING ASSUMPTIONS



we expect that the sources will be able to synchronize itothe Internet use routing tables to determine next hops based
within 5-10 milliseconds of each other at the beginning adn destination addresses. Zhang, Paxson, and Shenker report
an experiment. that Internet routes typically remain stable for many hours
The time difference between source clocks can be char29], suggesting that routing tables are not apt to change
terized as a constant offset and a difference in rate. Lettingpidly. While it is possible that they may change at any
74(t) andT5(t) denote each source’s perception of time, séitne, by restricting our measurement periods to be roughly
T5(t) = B1a(t) + k. Without loss of generality, let4(t) = ¢t. five minutes in duration it is less likely that routes will change
Suppose that the probes are sent at some frequefiEyso during an experiment.
that sourceA ideally sends the first packet in each probe at Additionally, the assumption was made that packets do not
timesty, to+7,t1 +7,.... Note thatl’ can be set as large asget reordered within the network. In a recent study on packet
desired, and typically we choogeé = 2D. Rewriting (2), we reordering in IP networks, Bellardo and Savage conclude
find that the expression for thé” arrival order at destination that the probability of two packets being reordered as they
ris travel through the network is highly correlated with the time-
. spacing between packets as they traverse the network [21]. The
ar(k) = sig(dp » — dar + (u+ s+ KGT)). pfobabgijlity of reorrc)jering decrea};es dramatically as th[e s]pace
Thus, we can think of discrepancies in relative source clockstween packets increases. Specifically, packets travelling
purely in terms of their effect on the distribution of randontmore than 200 microseconds apart experience reordering with
offset variableu. The constant offsek, acts as an initial offset probability less than 0.01. In the collaborative multiple source
so that on the first probek(= 0), « is drawn uniformly probing algorithm described above, packets will occasionally
from [-D + s, D + k]. Then the rate difference3, shifts arrive at a joining point very close to each other. These probes
the uniform random offset interval by’3 at each probe are the very same ones which are susceptible to the effects of
transmission. As long a§, 62 € [-D+x+kBT, D+r+kBT] queuing. Accordingly, we group the effects of reordering with
for every k then the probability of observing a differentthe random delay due to queuing, and together these effects
arrival order event on any individual trial is the same. Thugre treated as noise.
by choosing the parametdp sufficiently large we see that It is possible that load balancing may be employed on the
synchronization discrepancies in the form of a constant offgegtwork of interest. In this case incoming traffic is distributed
and rate difference in the source clocks have no effect on gandomly over two or more paths in parallel in order to reduce
collaborative multiple source measurement procedure. the load on any part of the network. This situation violates our
On the other hand, the size Bfis inversely proportional to assumption that paths between the source and destination are
performance. Intuitively, the feature we are taking advantageique, and may be a cause of packet reordering. Because our
of in relation to Figure 4 is the area betweén and J, algorithm uses end-to-end measurements, the load-balanced
where z(u) = 1. The values ofs; and é, are determined links carrying probe traffic will appear as a single virtual link,
by the network topology (transmission delays) and by curreand the inferred performance characteristic for the virtual link
network conditions (mean delay), théisandd, are essentially will reflect the average behavior across all links in the load
fixed for the duration of an experiment. Intuitively, the largebalancing system.
we makeD, the smalletd; —do| /2D becomes. The number of Often, in order to reduce packet reordering within TCP
probes required to achieve a given level of estimator accurdtyws, load balancing systems distribute packets between
is inversely proportional t@D. Therefore, there is a tradeoffmultiple paths using a source/destination based hash. In this
between makingD large enough to account for the lackcase, packets with the same source and destination get routed
of precise synchronization, and minimizing to reduce the along the same route, but packets with different sources or
amount of network resources consumed. Observe that destinations potentially get sent down different routes. In this
case, the topology will be much more complicated than those
[0i] < max(da,dp:) < max(RTTa4:, RTTpi).  (4)  gepicted in Figure 1. In such cases, the topologies will have
That is, the delay difference to a given destination is bound&tPre than one joining point and thus our algorithm should
above by the maximum RTT from a source to a receiver. Hassify them as non-shared topologies.

the experiments and simulations reported, we chdode be
V. INCORPORATINGPERFORMANCEMEASUREMENTS

D =  max (RTTsx), (3)  This section briefly describes how a slight modification to
Re{l1,2} the probe structure described in Section Il allows us to make

the maximum round-trip time from a source to destinatioﬁ,ual'destination measurements (SeC. ”l-B), Single-destination

and find that we are able to make accurate inferences wittingasurements (Sec. IV-A), and measurements of performance
reasonable number of probes. all using the same probing structure. Then we can combine

) ) these measurements to jointly characterize topology and link-

C. The Effects of Packet Reordering and Multiple Paths  |eye| performance. This is achieved by modifying the original
The assumption that paths between a source and destinafiovbes (Figure 3) so that each packet in the probe goes to
are unique is motivated by the fact that the majority of routel®th destinations. If multicast packets are being used then no



modification needs to be made since each packet effectivelyssreduced toO(M2N). This linear scaling in the number
transmitted to all destinations in the multicast group. Whesf destinations is a large improvement since typically many
unicast packets are being used the modification is madestinations may be used, but only a handful of sources will
by replacing each single packet with a back-to-back packst used.
pair. Many single-source active probing techniques have been

developed using back-to-back probes or stripes of many back- . _ o
to-back packets to infer link-level performance parameter$Th'S section describes a statistical framework and hypothe-

such as loss rate and delay variance [4—6, 16, 22]. The resultfiig) test for deciding whether or not the topology of a 2-by-2
probe structure is depicted in Figure 5. network is shared. The framework is flexible, taking as inputs

either arrival order measurements, delay variance measure-
A ments, loss measurements, or any combination thereof. When
multiple sets of measurements are used (e.g. arrival order and
DD DD loss), the test jointly solves for the topology characterization
Source A: and performance estimates. Due to constraints on the length
12 21 #, of this paper, we limit our discussion to the case where arrival
II II order measurements and loss measurements are both used. For
a complete outline of the framework please see [19].
Suppose the sources seNdprobes. Each destination keeps
track of packet arrival order and loss. Letdenote the set of
to +u, arrival order measurements and #gtdenote the set of loss
measurements for an experiment. Denotehy. .., 0 the

Fig. 5. Modified multiple source probes. Each rectangle represents a padkak-level loss rates, corresponding to links as depicted in the

and the numbers beneath each rectangle indicate the packet's destinatiotwio 1-by-2 networks in Figure 6.
the unicast setting we replace each packet with a back-to-back packet pair in
order to acquire measurements which can also be used to estimate link-level
performance. In each back-to-back packet pair, one packet goes to destination
1 and the other to destination 2. Back-to-back packets are used to measure
link-level performance because their experiences are highly correlated on parts
of their paths before the branching point.

VI. DECISION-THEORETIC FRAMEWORK

Source B:

~
N
N
~

\/

o

With this type of probe structure, one can look at the arrival
order of the first pair of packets at destination 1 and the
second pair of packets at destination 2 to get dual destination
measurements. Alternatively, by comparing the arrival orders
of both .pairs of packets arriving.at deStina.tion. 1 (orall arrivmgi . 6.  Two 1-by-2 components which comprise the 2-by-2 problem. We
at destination 2) one gets a single destination measurem@\f&ld like to estimate the link-level performance parametérs,. . ., 66,
Finally, the outcomes of packets within a back-to-back prolageraging the estimates from each source when the topology is shared.
can be used to estimate internal performance parameters. Thus,
by having the sources collaborate and by adding structure td-€t Hs denote the hypothesis that the 2-by-2 topology is
the back-to-back probes, the resulting set of measurements 8aared, and let/y denote the hypothesis that the topology
be used to infer more information than if the two sources hagl not shared. Le® = (61,...,60s) denote the general six-

independently employed an active measurement scheme uslifgensional vector of loss rates, and let = (p, p1,p2)
back-to-back probes. denote the three dimensional vector of different arrival order

) probabilities.

A. Scaling to Larger Networks Under each hypothesis the joint likelihood function is
A commonly sighted failing of active probing techniques isvritten asp(y, z|H;, 6, p). A decision is made by choosing
their ability to scale to large networks. In our application, ththe hypothesis which maximizes the likelihood given the

amount of active probing traffic used is relatively small. Asbservations. We factor the likelihood function into
illustrated later in this paper, accurate results can reliably be

achieved using as few as 1000 probes. If these measurements p(y,2|Hi,0,p) = plylH:,0) p(z|Hi,p),  (6)
are made over the course of five minutes then (assumingneplying that the loss measurements and arrival order mea-
probe packet size of 70 bytes) the average load on the netwstkement are statistically independent. Independence follows
due to probing traffic is less than 15kbps. However, with faEom the assumption that the inter packet-pair spacikgjs
network of M sources andv destinations the amount of trafficlarge enough that queuing effects experiences by the first and
injected into the network grows lik€(M?N?). This amount second back-to-back packet probes sent from each source are
can be decreased by performing the experiments in paraliaependent, as described in Section IlI-B.

using stripes of many back-to-back packets, similar to theNow, the true parameteys, & are unknown variables. We
technique described in [16]. Then, the amount of probe traffigke the generalized likelihood ratio test (GLRT) approach to




solving this composite hypothesis problem. In the GLRT, trebove. Now we would like to determine from these measure-
unknown distribution paramete® and p are replaced with ments whether or not the topology connecting the four hosts is
their maximum likelihood estimates under each model. Undghared. This task is closely related to the classic signal-in-noise
Hy, we haved € [0,1]° and p € [0,1]3. On the other detection problem. We would like to decide whether or not
hand, underHg, the model order of the network is reducedthe topology is not-shared given a set of noisy measurements.
Consequently, the parameter space is restricted sé4kat);, The signal is the “bump” region of offsets betwe@&nand d
and 03 = 6. Thus, underHg, we have® < [0,1]* and where different arrival order events are observed. Noise takes
p € [0,1]. The GLRT can be written as the form of queuing due to cross-traffic which can both cause
different arrival order events and same arrival order events
p(y|Hy,0)p(z|Hx, p)

96[0,1%1}2[0,113 where they would otherwise not occur. In such a problem, the

Ay, z) = . (D : ; ; toonAi ;
(y,2) max p(y|Hs, 0)p(z[Hs, p) error rate is usual!y para_meterlze_d by a §|gnal to-noise ratio,
0<[0,1]*,p€[0,1] with performance improving as this ratio increases.
Then a decision is made according to Signal power is rg:lated to t_he e>_<pected Wldth of the bump
squared{£]d; — d2|)°. Eachd; is a difference in delays along
Hy two paths to the same receiver. The larger the bump, the
Ay,z) 2 n, (8) stronger the signal, the easier it is to detect. If there is a
Hg large variation in mean path delay — for instance, due to

I . the geographic locations of different hosts — then it is very
for some threshold. When the likelihood ratio is greater thanIélfjlely that the region between thé will be wide. Noise

the threshold, the test declares that the topology is not shared: . )
Otherwise the test declares it is shared. pology power, on the other hand, can be writtenvas(d; — d2). This

In general, setting a threshold for the GLRT is a diﬁiculguantlty describes the variance due to cross-trafﬁc. The more
: . ursty the background traffic, the stronger the noise. Thus the
task when no uniformly most powerful test exists and wh

a priori probabilities are not available for each hypothe-ype Il error rate of our algorithm depends on mean path delay

sis. However, for the composite hypothesis test as form\évcE".Ch 's related to the topology, and the traffic property, delay
. I variance.
above, a threshold can be set using Wilks’ Theorem for the . C L .
Placing a distribution on these properties is not a simple

asymptotic behavior of the log likelihood ratio statistic [23]task as they can vary greatly depending the scale of the

Let My, z) = 21.0g Aly, z).' Then under .m"d assumptlonsnetwork considered, geographic location of hosts, time of day,
about the regularity of the likelihood functiop$y|H;, ) and Lo i
and so on. Our intuition tells us, however, that in general path

p(z|H;, p) — which are satisfied in our case — Wilks’ Theoreni . .
. lengths will vary greatly for reasons of geography, and that in
states that under the shared (null or restricted) hypothesis . ; .
d o ] ) ) most places the network infrastructure is over-provisioned, so

Ay, z) — x;, wherev is the difference in the number of

. that queuing delay is relatively low. In a study of round-trip de-
degrees of freedom under each hypothesis. In other wor

, : s, Acharya and Saltz report that there is large temporal and
using loss and arrival order measurementy, z) CONVerges gnaia| variation in RTTs, but that jitter in RTT observations is

in_distribution to a chi-squared random variable with foug,a 1241 This result seems to favor a strong signal-to-noise
degrees of freedom undéfs. By knowing the distribution of o4 |t is also possible that a situation could occur where the
the log likelihood ratio statistic under the shared hypothesigork is relatively homogeneous, with transmission delays
it is possible to determine a threshold, by setting the 5.0 or jess the same between every source-destination pair.

probability of mistakenly declaring that a topology iS noft g were the case and if cross-traffic were extremely bursty

shared when it is really shared (Type | error). For example, {en performance would be degraded. However, it should be
have a Type | error rate df% setn = 0.429.

noted that the signal-to-noise ratio can always be improved by

taking more measurements.
VIl. CHARACTERISTICS OFINTERNET TOPOLOGIES AND

TRAFFIC AFFECTING PERFORMANCE VIIl. SIMULATION RESULTS

As described above, Wilks’ Theorem tells us how to set a Next, we evaluate our multiple source algorithm using the
threshold based on choosing the Type | error rate. In generad-2simulator [25]. Both loss and arrival order measurements
it is difficult to precisely quantify the error rate when the trugvere used in the simulation. Packet delays and losses are due
topology is not shared (Type Il error) because it depends on tleecongestion as probes compete with cross-traffic. Following
magnitude of diversity between the delay differences on linkg,0], infinite TCP flows produce the majority of the back-
and these are parameters we do not know. In this section greund traffic, as TCP is the dominant transport protocol on
offer an intuitive explanation of the characteristics of Internghe Internet. A few exponential on-off flows are also included,
topologies and traffic which will affect performance in thevith the over all mix of background traffic such that link-
non-shared scenario. In the next section we further evaluddeel loss rates vary betwedn01% and 2%. Individual link
the performance through simulation. delays vary between 10ms and 100ms, with drop-tail queues

Suppose that we have collected a set of measurements usisgd everywhere. Probes in the simulation are composed of
the two-source, two-destination probing procedure describedllticast packets.
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Fig. 7. Simulated topology. Solid lines indicate the paths taken by probes
from sourceA and dashed lines indicated the paths taken by probes from (4l 1
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The simulated topology is depicted in Figure 7. Note the
bi-directional flow of probe traffic on one link. The 2_by_2Fig. 8. Histogram o_fjoint Io_g Iilfelihood ratio v_al_ues wh_ere_the true_topology
networks for destination pairél,2) and (3,4) are shared, s hared According lo Wiks' Theorem e ot g keihood at shauid
and those for all other pairs of destinations are non-shareekresponds to this reference distribution.

The simulation was repeated 500 times, with different random
seeds. Each trial consists of 1000 probes transmitted over o
200 simulated seconds. All settings were chosen to reflect a |
realistic scenario.

Figure 8 depicts a histogram of the values taken by the
joint log likelihood ratio, A(y, z), using 1000 loss and arrival 0.15¢
order measurements when the true topology was shared. Ac
cording to Wilks’ Theorem, the values taken by this function
should asymptotically be distributed according to a chi-squared _
random variable with four degrees of freedom. The chi- % osf. 1
squared distribution is shown as a solid line for reference.
The histogram conforms fairly well to the distribution, so we
are reassured that Wilks’ asymptotic result indeed holds when
at least 1000 probes are used. 0.45] e e o %5 H

Next we assess the performance of our algorithm. Figure 9 ‘ ‘ ‘ ‘ ‘ ‘ jLossOny
shows a plot of the Type | error rate versus one minus the ~ ° %% 0% 015 02 0% e O 04 04 09
Type |l error rate. These types of plots are sometimes referred

to recelver_operator Charactens“csy or ROC curves. Note th_‘a 9. Type Il versus Type | error rates for detectors USing both I_OSS and
arrival order measurements, only loss measurements, and only arrival order

the 9“9'” is in the uppe_zr left-hand corner of the flgure, and thﬁreasurements. We set the threshold by choosing an acceptable Type | error.
the indices on each axis range betw8emd0.5. Three curves The resulting Type Il error is depicted along theaxis. The joint detector

are shown for the cases when only arrival order measuremeggng arrival order and loss measurements) exhibits the best performance.
are used, only loss measurements are used, and both arrival
order and loss measurements are used. In order to set a ) )
threshold for the statistical test, we choose the Type | error r&t@Ssible to achieve a Type Il error rate as lowl1aSo with
(along thez-axis). The resulting Type Il error rate is depicted"® Type | error rate ab%. Thus, it is possible to achieve
along they-axis. Ideally, we would like these curves to gdjeswable performance using a moderate number of probes.
through the top left corner, where there is no error of either
type. Note that the detector using combined arrival order and
loss measurements outperforms both the loss only and arrivahs a proof-of-concept, we have implemented the multiple
order only detectors. source probing algorithm using UDP probes and tested it in
Each of the curves depicted in Figure 9 show results fowo diverse settings. In both experiments only arrival order
when 1000 probes are used. Next, we analyze the perforeasurements were used. The first setting consists of a col-
mance by varying the number of measurements fed in lection of hosts scattered around the Internet. The two sources
the algorithm. Figure 10 depicts the ROC curve for the jointere located in Montreal, Quebec, and Houston, Texas. Des-
detector, varying the number of probes used by the algorithtmations were situated in Portugal, lllinois, Wisconsin, and
As expected, the Type Il error rate decreases quickly as thiéchigan, and both Berkeley and San Diego, California. This
number of probes increases. When 1000 probes are used, @dsfiguration offered examples of both shared and non-shared
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IX. INTERNET EXPERIMENTS
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045l ] Fig. 11. Inferred topology from the internet experiment. We verified that
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Fig. 10. This figure depicts ROC curves for the joint arrival order, loss ‘
detector. Different curves show the performance achieved as the number of ____———;O

probes is increased from 100 to 1000. The performance quickly increases as
the number of probes goes up, especially for low Type | error rates, where
we would prefer to operate.

2-by-2 topologies. Figure 11 depicts the logical topology

inferred in this experiment. Usingaceroute , we verified

that our results correspond to the true logical topology. For
this experiment, 1000 probes were sent from the sources to

injected into the network during this time.
The second set of experiments were performed using 18 _ _ _ '
hosts on an operational LAN at Rice University Figure lElg. 12. The logical topology inferred in the LAN experiment. The network
. . . ’ administrators helped us to verify that this indeed corresponds to the true
depicts the logical topology of this test bed. Results weggyology.
validated with assistance from the network administrators. It

should be noted that the topology connecting these hosts is

mainly composed of layer-2 devices, with only a single layefpe paths from both sources to both destinations share a
3 router spanning the LANs in different buildings. Using onlygmmon joining point. We termed this trehared topology
end-to-end measurements, the algorithm was able to correcilyy noted that the number of logical links (and thus number

determine shared/non-shared topology characteristics for egglink-level parameters to estimate) is smaller for the shared
pair of destinations. We believe that the positive results gf ology than for other possible topologies.
these two experiments indicate the strength and versatility OP

. . . We then developed and analyzed a novel multiple source
the multiple source probing algorithm described here. P y b

active measurement scheme. The measurement procedure
involved packet probes sent in a semi-randomized fashion
from the sources, with destinations only recording the order

This paper addressed the problem of determining internal which packets arrive. We presented a flexible statistical
characteristics of a network — such as logical topology atfichmework for using such measurements to determine whether
link-level performance parameters — using only end-to-emd not the topology connecting two sources and two receivers
measurements made from multiple sources to multiple des-the shared topology. The main highlights of the algorithm
tinations. We reduced the general multiple-source, multiplgclude the fact that precise synchronization is not required,
destination problem to many smaller subproblems consistiegher multicast or unicast packets can be used, and no more
of only two sources and two destinations (termed “2-by-gackets are required than would have been used if the sources
components”), and we verified that the collection of 2-by-Brobed without collaborating even though we know more at the
components suffices to describe the topology and link-levehd of the day. Because the algorithm is founded on a principle
performance parameters for the multiple-source, multipldirectly related to topology — namely that the arrival order
destination network. of packets is determined at the joining point — the algorithm

Then, focusing on the situation where there are two sourdesrobust to cross-traffic and can operate effectively under a
and two destinations, we identified the particular case whaerariety of conditions.

X. CONCLUSION AND DISCUSSION



It has been pointed out that most network tomography?] N. Duffield, J. Horowitz, F. Lo Presti, and D. Towsley, “Multicast
techniques work well in theory but sometimes perform poorly

in practice with bursty cross traffic or RED routers. The focygg

of this paper has been on the theoretical development an

analysis of a new multiple source active probing technique. We
expect that the randomness in our probing scheme along V\Htﬂ
the combination of topology and performance measuremersasy
into a single statistical test should improve the robustness
of our procedure in practice. A major thrust of our ongoingn]
research involves a thorough analysis of the extent to which
network tomography can be used in practical networks sull

as the Internet.
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